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This paper presents a reference architecture (or conceptual framework) for the speci�cation and
enforcement of role-based access control (RBAC). The architecture has three tiers in loose analogy
to the well-known ANSI/SPARC architecture for database systems. (Although we take our inspira-
tion from the database domain, we emphasize that our proposed RBAC architecture is germane to
applications and systems in general and is not limited to databases per se.) The three tiers of the
reference architecture consist of (i) multiple external or user views concerned with the utilization of
RBAC in a speci�c context within the organization, (ii) a single conceptual or community view which
amalgamates diverse external views into a consistent and uni�ed composite suitable for overall secu-
rity administration, and (iii) multiple internal or implementation views concerned with enforcement
of RBAC in various subsystems of the enterprise information system. This paper discusses these
three tiers and their interrelationships. We demonstrate the usefulness of this conceptual approach,
and identify issues which need further research to make this framework a reality.

1 INTRODUCTION

Role-based access control (RBAC) is an idea whose time has come. A consensus has developed
in recent years that the traditional discretionary and mandatory access controls (DAC and MAC,
respectively) embodied in DoD's landmark Orange Book [Dep85] are inadequate for the information
security needs of many commercial and civilian Government organizations (as well as single-level
military systems, for that matter). Orange Book DAC is too weak for e�ective control of infor-
mation assets, whereas Orange Book MAC is focused on US policy for con�dentiality of classi�ed
information. RBAC has therefore emerged as a third form of access control to �ll this urgent need.

Although RBAC is perceived to be a good match for the information security needs of a wide
spectrum of organizations (which are not being currently served by Orange Book DAC and MAC)
there remains a lack of consensus about exactly what RBAC means. For example, participants at
the recent Federal Criteria Workshop felt that while \RBACs were needed in the commercial/civilian
sector," at the same time \roles are a new concept and not yet well understood" [Nat93b].

It is beyond the scope of this paper to give a complete de�nition of RBAC, let alone one on which
wide consensus has been achieved. Such an attempt would be premature. Our purpose here is to
present a conceptual framework, or reference architecture, for specifying and enforcing RBAC. Our
framework has three tiers in loose analogy to the well-known ANSI/SPARC architecture for database
systems [Te78]. Although we take our inspiration from the database domain, we emphasize that our
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proposed RBAC architecture is germane to applications and systems in general and is not limited to
databases per se. Much as the ANSI/SPARC framework is useful independent of the particular data
model employed, our proposed RBAC framework is useful whatever the �nal consensus de�nition of
RBAC turns out to be.

Our reference architecture is motivated by two main considerations. Firstly, a number of propos-
als incorporating one form or another of RBAC have been published in recent years. Some of these
have been incorporated in commercial products, and more such products can be expected to appear
in the near future. Vendors tend to integrate RBAC facilities in products in di�erent ways, because
of the economics of integrating such features into existing product lines. Over time the emergence
of standards will impose some order in this arena, but the near term is likely to display a divergence
of approaches. Even as standards emerge, we can expect a diversity of support for RBAC due to
the longevity of legacy systems.

Secondly, in large organizations there will be a large number of roles and complex relationships
between the roles and permissions authorized by them. In most contexts it would be appropriate
to take a simpli�ed view appropriate for the task at hand. For example, in some situations all
members of a particular department can be treated as belonging to a single role; whereas in other
situations more re�ned roles such as managers, technical sta� and administrative sta� need to be
distinguished.

The central tier of our architecture resides in a single community view of RBAC as it applies
to the entire organization in question. This community view will typically be large and complex
re
ecting the reality of modern organizations. The specialized context-speci�c views of RBAC
tailored to particular applications and situations are accommodated in multiple user views that
reside above the central tier. The views of RBAC embodied in di�erent products are embodied in
multiple implementation views residing below the implementation tier. Figure 2 illustrates these
three tiers. The central tier serves as the focal point for mapping the external user views to the
internal implementation views.

The rest of this paper is organized as follows. Section 2 brie
y reviews prior work on RBAC.
Section 3 presents our three-tiered reference architecture for RBAC. Section 4 discusses issues per-
taining to the all important central tier. Sections 5 and 6 respectively discuss relationships between
the top two tiers and the bottom two tiers of our architecture. Section 7 gives our conclusions.

2 BACKGROUND

The roots of RBAC can be traced back to the earliest access control systems. RBAC has a su-
per�cial resemblance to the long-standing use of user groups in access control systems. There are,
however, two very important di�erences between groups and roles; as articulated by Ferraiolo and
Kuhn [FK92].

Firstly, groups are essentially a discretionary mechanism whereas roles are non-discretionary.
The ability to assign permissions to a group is usually discretionary (although the authority to
assign members to a group is usually non-discretionary, and reserved for the security administrator).
Thus, the owner of a �le can decide what access a particular group has to that �le. On the other
hand, the allocation of permissions to a role, as well as determination of membership in a role, are
both intended to be non-discretionary.� In the simplest case, these decisions are made solely by
the security administrator. More generally, the security administrator can selectively delegate this

�Not all proposals for RBAC agree with this position. For example, relations in Oracle [Ora92] can be owned by
individuals who the have discretionary authority regarding how to assign permissions for these relations to users and
roles. In our opinion the non-discretionary aspect of roles is very important. In systems such as Oracle, it is possible
to achieve a de facto non-discretionary behavior by strict control of ownership of relations which contain corporate
data.



authority to other users or roles in the system (as recognized in the CS-3 pro�le of the Draft Federal
Criteria [Nat92]).

Secondly, the nature of permissions allocated to a role is signi�cantly di�erent than the usual
read, write, execute, etc., supported by typical Operating Systems (OSs). Ferraiolo and Kuhn de�ne
the notion of a transaction as a program (or transformation procedure) plus a set of associated data
items. The operation authorized is therefore to execute the speci�ed program on this set of data
items. This very important notion allows authorization in terms of abstract operations embodied in
transformation procedures. For example, the bank teller role can be allocated the authorization to
execute credit and debit operations on accounts rather than to general read and write operations.
This enables RBAC to address security for applications in terms of the application's operations, as
opposed to generic read and write operations in a general-purpose OS.

Roles have been employed in several mainstream access control products of the 1970s and 80s,
such as IBM's RACF and Computer Associates' CA-ACF2 and CA-TOP SECRET. These products
typically include roles for administrative purposes. For example, RACF provides an Operator role
with access to all resources but no ability to change access permissions, a Special role with ability to
change permissions but no access to resources, and an Auditor role with access to audit trails (includ-
ing events generated by Operator and Special, who have no access to the audit trail) [Mur93]. The
use of roles for administrative purposes also appears in context of cryptographic modules [Nat93a].
Here User, Crypto-O�cer and Maintenance roles are distinguished.

Recent proposals for RBAC, such as Ferraiolo and Kuhn [FK92], go beyond this traditional use
of roles by providing them at the application level to control access to application data. This is
an important innovation which makes RBAC a service to be used by applications. RBAC o�ers
the opportunity to realize bene�ts in securing an organization's information assets, similar to the
bene�ts of employing databases instead of �les as the data repository. Instead of scattering security
in application code, RBAC will consolidate security in a uni�ed service which can be better managed
while providing the 
exibility and customization required by individual applications. It should be
noted that access control similar to RBAC has often been embedded in application code. The point
is to move this functionality out of application code into a common set of services.

Over the past �ve years or so, several proposals for RBAC have been published. Some of these,
such as [Bal90, Ste92, Tho91], have proposed extensions to existing access control systems to incor-
porate roles. Commercial products, such as ORACLE [Ora92], have incorporated roles. Roles are
also being considered as part of the emerging SQL3 standard [PB93]. Proposals for incorporating
roles in object-oriented systems have been published [LW88, Tin88]. More recently Ferraiolo and
Kuhn [FK92] of NIST have given an abstract and unifying description of the essential characteristics
of RBAC. Their ideas have been incorporated in the CS-3 protection pro�le of the Draft Federal
Criteria [Nat92]. The application of roles for enforcing static and dynamic separation of duties has
also been recognized [CW87, San88b, San91].

The formulations of RBAC mentioned above have been motivated by di�erent considerations.
Not surprisingly they di�er in important aspects. At present there is no uni�ed model with respect
to which these di�erent formulations can be viewed as special cases. Development of such a model,
and a taxonomy of its special cases, would be a signi�cant contribution to this area. This task is
beyond the scope of this paper. Our concerns here are independent of the uni�ed RBAC model that
may eventually emerge.

3 THE THREE TIER FRAMEWORK

In the late 1970s, an ANSI/SPARC study group published a report [Te78] which has had an endur-
ing impact on database systems. This report described a three-tier \architecture" for a database,
consisting of:
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Figure 1: ANSI/SPARC Database Architecture

1. the external or user view which is concerned with the way data is viewed by end users,

2. the conceptual or community view which amalgamates diverse external views into a consistent
and uni�ed composite, and

3. the internal or implementation view which is concerned with the way that data is actually
stored.

This database architecture is shown in �gure 1.

Note that there are multiple external views, but only a single conceptual and a single internal
view. This three-tier approach to database systems has stood the test of time, and is remarkably
independent of the particular data model being used.

We believe a similar approach is suitable for developing a common framework or reference ar-
chitecture for RBAC. RBAC is concerned with the meaning and control of access control data (i.e.,
data used to control access to the actual data of the organization). In other words we are concerned
with a special purpose database system. It is therefore sensible to adapt the approach used for
general-purpose database systems. However, there is one signi�cant di�erence. In database systems,
it is intended that the implementation will eventually be on a particular database management plat-
form. Consequently, the internal or implementation view is closely tied to the particular platform
that is selected. With RBAC we do not have the luxury of assuming a homogeneous implementation
environment. Instead we must confront the reality of heterogeneous implementations up front. This
leads us to modify the three-tier ANSI/SPARC architecture by introducing multiple internal views,
corresponding to di�erent platforms on which the implementation is done. This RBAC reference
architecture is shown in �gure 2.

Our three-tiered approach to RBAC therefore consists of
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Figure 2: A Three Tier Architecture for RBAC

1. multiple external views,

2. a single conceptual view, and

3. multiple implementation views

Next, let us consider the appropriate model for each of these tiers. We again turn to the
ANSI/SPARC architecture for inspiration. There is a conspicuous di�erence between the mod-
els used at the implementation and conceptual tiers. We expect a similar di�erence in our RBAC
reference architecture. Why is this so? We expect the model used at the conceptual level to have
richer constructs and primitives, because it is intended to express a composite system-wide view of
RBAC. Practical considerations will inevitably dictate that not all these features can be directly
supported in an implementation. Hence the implementation models will be simpler and less user-
friendly. Moreover, we expect a range of sophistication from rather primitive mechanisms (say on
a vanilla UNIX platform) at one end to very elaborate ones (say on an object-oriented database
management system) at the other. Note that this viewpoint lets us accommodate legacy systems
co-existing with newer ones. It should also be clear that the e�ort required to translate a conceptual
view will be less or greater depending upon the sophistication of the implementation platform being
targeted. In some cases, a translation may not even be feasible (or practical) without enhancement
of the target platform.

The di�erence between the conceptual and external tiers is less marked. Whether or not there
should be any di�erence is open to debate. For relational databases, both tiers are often identical and
directly based on the relational data model. However, sometimes a richer model such as the entity-
relationship model is used for the external view while a relational model is used at the conceptual



view. We anticipate a similar situation in the RBAC reference architecture. Based on the historical
experience with the ANSI/SPARC architecture, it might well happen that initially the same RBAC
model is used at both tiers, but over time richer models are developed for the external view.

In subsequent section we �rst discuss the all important central tier of our RBAC reference
architecture. This is followed by discussion regarding the top two tiers and their relationship.
Finally we discuss the relationship between the bottom two tiers.

4 THE CENTRAL TIER

The central tier of our reference architecture consists of a single community view of RBAC applicable
to the entire information system and its myriad applications. This community view is the essential
conceptual vehicle for e�ective deployment of enterprise-wide RBAC. Development of a suitable
model of RBAC for this tier is an all important task, but beyond the scope of this paper. Here
we discuss some issues in constructing such a model, and describe some desirable characteristics
that this model should have. We should say at the outset that an RBAC model suitable for this
tier must be rigorous, have a formal foundation and yet be intuitively comprehensible and useful to
practitioners. This is a daunting task, but one which we feel can be accomplished in future work.

RBAC is intended to be a 
exible and customizable vehicle for application security. A recent
NIST study [FGL93] of \current and future information technology security needs of the commercial,
civil, and military sectors" concluded that, \Each organization viewed its access control needs as
unique. Access control mechanisms need to be applied on a case-by-case basis in meeting individual
computer security threats." Ferraiolo and Kuhn [FK92] similarly state that, \A wide gamut of secu-
rity policies and needs exist within civilian government and private organizations. An organizational
meaning of security cannot be presupposed."

In order to achieve 
exibility, it is important to resist imposing a particular form of RBAC in all
situations. A general RBAC model must instead accommodate a variety of alternatives that can be
selected on a case by case basis. At the same time it is not very useful to enumerate a long menu of
alternatives as a general RBAC model. The goal of 
exibility and customization must be reconciled
with the need for simplicity and minimality of concepts in the model.

To illustrate this con
ict, consider the question of whether or not a user can simultaneously take
on more than one role. In many situations it can be argued that limiting the user to one role at any
time is bene�cial for purpose of least privilege. For example, the role of being an employee and the
role of being a stockholder of an enterprise are two independent attributes of a user yielding di�erent
access rights which should be separately exercised by an individual. Similarly, the role of being a
physician and being a patient should be regarded as mutually exclusive. At the same time, there
are many situations when it is bene�cial to let a user exercise multiple roles simultaneously. This is
particularly so when the roles are based on competence or skill. Thus an attorney can take on the
role of a specialist in, say, tax and criminal law. A single individual, cleared to both specialist roles,
can then be assigned to a case requiring both kinds of attorneys. A system which insists on users
taking on only one role at a time would require two individuals to process the case, or perhaps a
single individual who is required to switch back and forth between roles. Requiring two individuals,
where one would do, is clearly ine�cient. Requiring frequent switching back and forth of roles, in
this situation, is the sort of thing that gets users frustrated with security.

This example demonstrates that any system which enforces one alternative to the exclusion of
the other, is going to be awkward to use when the situation at hand does not match the alternative
hardwired in the system. One approach to resolving the particular con
ict of this example is to
recognize two kinds of roles: those that can be simultaneously held and those that cannot. More
generally, one could imagine disjoint sets of roles which can be mixed under permissible combinations
speci�ed in some formal language. If one is not careful, this kind of thinking can lead to models



which are extremely general and open-ended, and thereby lose their value. Rather than customizing
such a general model, it may be more useful for the practitioner to construct a model more directly
applicable to the need at hand.

The issue of how many and which roles can be simultaneously exercised by a user, is but one of
many such issues which need to be addressed in constructing a RBAC model. Perhaps, the most
fundamental issue that needs to be addressed is what exactly is meant by a role. Ferraiolo and
Kuhn [FK92] de�ne a role as follows: \A role can be thought of as a set of transactions that a user
or set of users can perform within the context of an organization. Transactions are allocated to
roles by a system administrator. : : :Membership in a role is also granted and revoked by a system
administrator."

The question then arises as to what is a transaction. Ferraiolo and Kuhn provide two de�nitions.
In the �rst de�nition, a transaction is de�ned as \a transformation procedure, plus a set of data
items accessed by the transformation procedure." In this case Ferraiolo and Kuhn observe that
access control is very simple, because it \does not require any checks on the user's rights to access
a data object, or on the transformation procedure's right to access a data item, since the data
accesses are built into the transaction." All that needs to be checked is whether or not the user is
authorized to run the transaction in question (via some role). Ferraiolo and Kuhn also o�er a more
sophisticated de�nition of transaction by rede�ning it to \refer only to the transformation procedure,
without including a binding to objects." Access control enforcement must then check 5-tuples of the
form (u,r,t,o,x) to ascertain whether or not a user u in role r can access object o in mode x using
transaction t (x is one of read, write, append, etc.). The need for such �ne-grained access control
has been supported by comments from an IRS representative at the NIST-NSA Federal Criteria
Workshop [Nat93b, page 47].

So even the de�nition of a transaction has several important variations. The foregoing aspect
concerns the nature of privileges that are associated with roles. There is also signi�cant variation
concerning the manner by which privileges and users are assigned to roles. On one hand this
assignment should be non-discretionary, and perhaps done only by the system administrator. On
the other hand, in large systems this will be an onerous responsibility to impose on a single individual
or o�ce. To facilitate security administration it should be possible for the system administrator to
delegate pieces of this authority to other users or roles. The need for such delegation is recognized in
the Commercial Security pro�les of the draft Federal Criteria [Nat92], as well as in [FK92]. There is,
however, a great deal of variation in how this delegation can be accomplished, especially if delegation
of such administrative privileges can be further delegated. For example, the manager of a department
may be given some administrative control over roles pertaining to that department. However, we
would like to impose some non-discretionary controls on the manager so that, for example, the
manager can delegate his authority to certain roles but not others. A general RBAC model must
allow variation here without stipulating the universal use of one approach.

Another important aspect of RBAC in which there is signi�cant variation concerns inheritance of
privileges across roles. In general, roles can be composed of other roles [FK92]. To take an example
from [FK92], the Intern role can be assigned to the Healer role, so that members of the Intern role
automatically obtain membership in the Healer role. Taking this one step further, a Doctor role
can be assigned to the Intern role. In this manner members of the Doctor role become members of
the Intern role, and transitively members of the Healer role. There are signi�cant policy issues that
arise in this context. In this particular example transitive propagation of membership appears to
be justi�ed. On the other hand, transitive propagation may not always be desirable. It may also be
useful to distinguish the privileges of a role that may be inherited through other roles, from privileges
that are private to a role and cannot be inherited. In a truly general model we may also wish to
consider denials (or negative privileges), in addition to permissions (or positive privileges). This is
a useful facility, particularly when there are multiple administrative authorities in a system. The
exact semantics of inheritance of privileges in such cases can become extremely murky [Lun88]. It is



also important to develop systematic methodologies for designing and maintaining such hierarchies
of roles. The techniques described in [San88a] for construction of such hierarchies in the context of
protection groups could be employed here.

The point of the preceding discussion is that there are many variations to be considered in a
model for RBAC. The dimensions that were considered above are summarized below.

� What, and how many, roles can a user exercise simultaneously?

� What is the granularity of privileges that can be assigned to roles?

� How do privileges granted to roles interact with privileges granted to users as individual?

� How is security administration of assignment of users and privileges to roles accomplished?

� How are privileges inherited when roles are composed of other roles?

We need a common approach towards modeling RBAC wherein variations along the dimensions
identi�ed above (and possibly others which emerge).

Let us now consider the nature of an RBAC model suitable for the central tier of the RBAC
reference architecture. In abstract terms any access control model has to address the following issues.

1. What is a protection state?

2. What does it mean?

3. How is it changed?

To illustrate this let us consider some classical access control models, and see how they address these
issues. The most widely used model to date is perhaps the Bell-LaPadula or BLP model [BL75]. In
BLP a protection state consists of a set of subjects SUB, a set of objects OBJ, a discretionary access
matrix D, a current access matrix M, and a function SECURITY-LEVEL which maps each subject
and object to a label from the given security lattice. The meaning of the protection state is that
M speci�es which accesses are currently authorized. The D and M components of the protection
state are changed in di�erent ways. D is changed at the discretion of subjects. A subject who owns
an object controls access to that object. M is changed when an access is actually attempted. If
D authorizes the access, and the simple-security and star-properties permit it, the relevant right is
entered in the appropriate cell of M. Only the security o�cer can change the sets SUB and OBJ.

For another example of how these three issues are addressed consider the typed access matrix
(TAM) model of Sandhu [San92] (which is obtained by adding strong typing of subjects and objects
to the classical HRU model [HRU76]). In TAM a protection state consists of a set of subjects SUB,
a set of objects OBJ, an access matrix AM whose cells contain entries from a set of rights R and
a function TYPE which maps each subject and object to a type in the speci�ed set of types. The
meaning of the protection state is that AM speci�es which accesses are currently authorized, as well
how AM can be currently modi�ed. The sets SUB and OBJ, and the access matrix AM are changed
by executing one of a given collection of commands. A command will execute only if AM authorizes
its execution.

A conceptual RBAC model will follow this established paradigm. Each of the three issues iden-
ti�ed above need to be formally de�ned in some appropriate notation. Some of the components of
such a model have been identi�ed by Ferraiolo and Kuhn [FK92]. There is, however, much that
remains to be done. As we have argued there are many variations regarding the precise behavior
of RBAC. A vital component of this subtask is the development of a common framework that can
accommodate these variations. In practice many of the \advanced" features of RBAC may not be
needed in all applications, and may not be supported in all products. Nevertheless a complete RBAC
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Figure 3: Harmonizing the Top Two Tiers

model must address the problem in its full generality. Restricted versions of the model can then be
identi�ed as needed. This approach is consistent with the ordered ranking of protection pro�les in
the draft Federal Criteria [Nat92]. It is important to analyze which aspects of RBAC add signi�cant
expressive power, and which are just dispensable conveniences.

In conclusion the RBAC model for the central tier must be a 
exible and general model. It
should be rigorously de�ned, have a solid formal foundation and yet be intuitively comprehensible
and useful to practitioners. Although this is a challenging task, we feel it can be accomplished
relatively soon.

5 HARMONIZING THE TOP TWO TIERS

Let us now consider the relationship between the top two tiers of the reference architecture, re-
produced in �gure 3. Each external view gives one perspective on the common community view,
relevant to the particular context at hand. The relationship between the the top two tiers is one of
aggregation and re�nement as indicated in the �gure.

Aggregation is a process by which several distinct roles are combined into a single role, because the
distinction is not relevant in the given context. For example, the community view might have distinct
roles for, say, Undergraduate Students, Master's Students and Doctoral Students. In an application
where are all students are treated alike, these roles could be collapsed (i.e., aggregated) into a single
Student role. In other applications, which confer di�erent privileges to the various student roles,
this distinction is signi�cant. Re�nement is simply the opposite operation to aggregation.

Di�erent external views will aggregate di�erent collections of roles from the community view.
Some external views may aggregate the student roles into a single one. Others may keep the
distinction between student roles but aggregate distinct faculty roles into one. Still others may
aggregate both or none of the student and faculty roles. Our expectation is that a relatively small
portion of the overall role set from the community view will be needed more or less intact in a
particular external view. Most of the roles will, however, be aggregated. In other words each
external view will see only a small part of the roles set in all its detail.

So long as entire roles are being aggregated or re�ned, the mapping between the top two tiers
is relatively simple. There may be situations where the role relevant to the external view does not



come about so cleanly by aggregation. For example, suppose the community view has roles A and
B, whereas the external view requires a role which has some (but not all) members of A and some
(but not all) members of B. We identify below some techniques for accommodating such an external
view.

� One could modify the community view to create a new role C and explicitly assign those
members of A and B who should belong to this role. This treats A, B and C as unrelated
roles.

� One could modify the community view to partition A into A1 and A2 (with A1 \ A2 = �),
and B into B1 and B2 (with B1 \B2 = �) so that C = A1 [A2 can be de�ned in the desired
external view. This would require external views which use A to now treat A as an aggregate
of A1 and A2, instead of being a role form the community view. Similarly, for external views
which use role B.

� We could allow aggregation which can select the appropriate subsets of A and B, based on
some condition for identifying members who should belong to the aggregated role C. This will
complicate the aggregation operation and might dilute the central role of the conceptual view.

This list is not intended to be exhaustive. The point is that various alternatives are available as the
community and external views adapt to the ever changing demands of the applications. One needs
a systematic methodology for dealing with such changes.

6 HARMONIZING THE BOTTOM TWO TIERS

Now consider harmonization of the bottom two tiers, shown in �gure 4. Each of the implementation
views will aggregate roles from the community view. The aggregation done here will constrain
which external views can be hosted on which implementation views. An implementation view that
aggregates distinct student roles into a single role obviously cannot support an external view that
requires this distinction to be maintained. In an ideal situation the implementation view may do no
aggregation, in which case it could support all the external views. In practice, however, one would
expect considerable aggregation to occur; if only because of legacy systems which have directly
built in the external view without consideration of the common community view. Performance
considerations may also require such aggregation to occur. Note that in both �gures 3 and 4
aggregation is in the direction away from the central community view, and re�nement is directed
towards this view.

The second mapping shown in �gure 4 is between implicit and explicit mechanisms. This mapping
recognizes that the implementation platform may not support all the features of RBAC in the
community view. For example, role hierarchies may not be supported. Suppose there are two roles
Faculty and Sta� such that every member of the Faculty role is automatically a member of the Sta�
role (but not vice versa). Thus a new faculty member need only be enrolled in the Faculty role, and
will automatically be enrolled in the Sta� role. This facility is often called role inheritance in the
literature. Support for role inheritance in the community view is highly desirable, but such support
will not be available on every implementation platform. To continue our example, at the community
view it su�ces to enroll a new faculty member into the Faculty role. However, in the implementation
view the new faculty member will need to be enrolled in both Faculty and Sta� roles. Similarly, a
departing faculty member needs to be removed from the Faculty role in the community view; but in
the implementation view requires removal from both Faculty and Sta� roles.
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Figure 4: Harmonizing the Bottom Two Tiers

7 CONCLUSION

In this paper we have proposed a three-tiered reference architecture for role-based access control
(RBAC), and have identi�ed some of the issues that need to be addressed in making this framework
a reality. Our reference architecture provides a perspective within which ongoing work on RBAC
can be synthesized into a common framework.

In conclusion, we note that the appeal of RBAC is in the simpli�cation of the management of
authorizations. For example, maintaining cognizance of the permission set of an individual and the
consequence of assigning particular role sets to a user is vital. It is also important for a security
administrator to know exactly what authorization is implied by a role. This is particularly so when
roles can be composed of other roles. Moreover, as new roles and transactions are introduced the
security administrator needs tools to assist in their integration into the existing system. Future work
in RBAC should identify useful tools for security administration and point the way toward designing
these. We feel the central role of the community view in our reference architecture will greatly assist
in this objective.
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